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“All models are wrong, some are useful.”
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that are simple enough to 

reason about
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GPU Background



Latency Lags Bandwidth

5

D. Patterson,  CACM October 
2004

Given the record of
advances in bandwidth ver-
sus latency, the logical
question is why? Here are
five technical reasons and
one marketing reason. 

1. Moore’s Law helps
bandwidth more than
latency. The scaling of
semiconductor processes
provides both faster transis-
tors and many more on a
chip. Moore’s Law predicts
a periodic doubling in the
number of transistors per
chip, due to scaling and in
part to larger chips;
recently, that rate has been
22–24 months [6]. Band-
width is helped by faster
transistors, more transis-
tors, and more pins operat-
ing in parallel. The faster
transistors help latency, but
the larger number of tran-
sistors and the relatively
longer distances on the
actually larger chips limit
the benefits of scaling to
latency. For example,
processors in Table 1 grew by more than a factor of
300 in transistors, and by more than a factor of 6 in
pins, but area increased by almost a factor of 5. Since
distance grows by the square root of the area, distance
in Table 1 doubled.

2. Distance limits latency. Distance sets a lower
bound to latency. The delay on the long word lines
and bit lines are the largest part of the row access time
of a DRAM. The speed of light tells us that if the
other computer on the network is 300 meters away, its
latency can never be less than one microsecond. 

3. Bandwidth is generally easier to sell.The non-
technical reason that latency
lags bandwidth is the marketing
of performance: it is easier to
sell higher bandwidth than to
sell lower latency. For example,
the benefits of a 10Gbps band-
width Ethernet are likely easier
to explain to customers today
than a 10-microsecond latency

Ethernet, no matter which
actually provides better
value. One can argue that
greater advances in band-
width led to marketing
techniques to sell band-
width that in turn trained
customers to desire it. No
matter what the real chain
of events, unquestionably
higher bandwidth for
processors, memories, or
the networks is easier to
sell today than latency.
Since bandwidth sells,
engineering resources tend
to be thrown at band-
width, which further tips
the balance.

4. Latency helps band-
width. Technology im-
provements that help
latency usually also help
bandwidth, but not vice
versa. For example,

DRAM latency determines the number of accesses per
second, so lower latency means more accesses per sec-
ond and hence higher bandwidth. Also, spinning
disks faster reduces the rotational latency, but the read
head must read data at the new faster rate as well.
Thus, spinning the disk faster improves both band-
width and rotational latency. However, increasing the
linear density of bits per inch on a track helps band-
width but offers no help to latency.

5. Bandwidth hurts latency. It is often easy to
improve bandwidth at the expense of latency. Queuing
theory quantifies how buffers help bandwidth but
hurt latency. As a second example, adding chips to
widen a memory module increases bandwidth but the
higher fan-out on address lines may increase latency.

6. Operating system overhead hurts latency. A
user program that wants to send a message invokes the
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Figure 1. Log-log plot of 
bandwidth and latency 

milestones from Table 1 
relative to the first milestone.

Table 2. Summary of annual 
improvements in latency, capacity, 
and bandwidth in Table 1.



Why is data-parallel computing fast?
▪ The GPU is specialized for compute-intensive, highly parallel 

computation (exactly what graphics rendering is about) 
- But also what many modern compute problems require! 
- So, more transistors can be devoted to data processing rather 

than data caching and flow control
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AMD K7 “Deerhound”
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Slimming down
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ALU 
(Execute)

Fetch/ 
Decode

Execution 
Context

Hardware Big Idea #1:  

Remove components that 
help a single instruction 

stream run fast 



Add ALUs
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Fetch/ 
Decode

Hardware Big Idea #2: 

Amortize cost/complexity of 
managing an instruction 
stream across many ALUs

ALU 1 ALU 2 ALU 3 ALU 4

ALU 5 ALU 6 ALU 7 ALU 8

SIMD processing; 
and this extends to 
memory access too 

(“coalescing”)
Ctx Ctx Ctx Ctx

Ctx Ctx Ctx Ctx

Shared Ctx Data 
We would call this “8-wide” SIMD. 

NVIDIA would say this is a “warp” of size 8.



Now we have two ways to exploit parallelism
▪ 1: SIMD within a core 

▪ 2: Multiple cores 

▪ This chip has: 
- 16 cores 
- 8 MAD ALUs/core 
- 16 simultaneous instruction 

streams 
- 64 “resident” (but interleaved) 

instruction streams 
- 512 resident threads 
- 256 GFLOPS @ 1 GHz
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Do we have to modify the program?
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No! The programmer writes a 
“scalar” program and the 

hardware+driver map that 
scalar program to multiple 

SIMD lanes.

Fetch/ 
Decode

ALU 1 ALU 2 ALU 3 ALU 4

ALU 5 ALU 6 ALU 7 ALU 8

Ctx Ctx Ctx Ctx

Ctx Ctx Ctx Ctx

Shared Ctx Data 
*—This is also the idea behind Intel’s ISPC 

(“Intel SPMD Program Compiler”)

<diffuseShader>: 
sample r0, v4, t0, s0 
mul  r3, v0, cb0[0] 
madd r3, v1, cb0[1], r3 
madd r3, v2, cb0[2], r3 
clmp r3, r3, l(0.0), l(1.0) 
mul  o0, r0, r3 
mul  o1, r1, r3 
mul  o2, r2, r3 
mov  o3, l(1.0) 



But now we have a problem …
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Stalls!

Memory access latency = 100s to 1000s of cycles

We’ve removed the fancy caches and logic that helps avoid stalls.

Stalls occur when a core cannot run the next instruction because of a dependency on a 
previous operation.



… and a solution.
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But we have  LOTS of independent threads.

Hardware Big Idea #3: 
Interleave processing of many threads on a single core to avoid stalls caused by high latency 

operations.



Throughput!
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NVIDIA Ampere Block Diagram
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102 SMs • each SM: 65k 32b registers, 64 32b FP units, 164 kB shared memory, 192 kB L1 cache 
Aggregate: 26 MB registers, 20 MB L1, 40 MB L2 

 Entire GPU: >200k threads resident at any time →~ < 200 B L2 / thread



Programming Model Overview
▪ A kernel is executed as a grid of 

thread blocks 

▪ The programmer specifies the 
dimensions of the grid and 
thread block 

▪ A thread block is a batch of 
threads that can cooperate with 
each other (shared memory, 
synchronization) 

▪ Two threads from two different 
blocks cannot cooperate 
- Blocks are independent
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What The Hardware Does
▪ Grids run on the entire machine 

▪ Blocks are mapped to cores 

▪ Threads are mapped to scalar 
processors
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GPU Models

Thanks to Michael Garland (NVIDIA), Julian 
Shun (MIT), Nodari Sitchinava (Hawaii)!



PRAM Assumptions / GPU Truths
• There is no limit on the number of processors in the machine.  True! The 

programming model abstracts this. 

• Any memory location is uniformly accessible from any processor. For global 
memory, true, but the memory hierarchy is critically important. Also, memory 
coalescing (memory divergence) is not captured in the PRAM model.  

• There is no limit on the amount of shared memory in the system. Most GPU 
work assumes data fits into GPU DRAM (“global memory”). NVIDIA GPUs share a 
common address space between CPU and GPU and across same-node GPUs. 

• Resource contention is absent. Er, not so much. Synchronization is important. 

• The programs written on these machines are, in general, of type MIMD. 
Certain special cases such as SIMD may also be handled in such a framework. 
GPUs are SIMD within (hardware) warps, otherwise MIMD. PRAM does not 
account for branch divergence.
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http://en.wikipedia.org/wiki/MIMD
http://en.wikipedia.org/wiki/SIMD


Memory is King
▪ Compute throughput increases 

more quickly than memory 
throughput 

▪ Ampere A100: 
- Aggregate: 26 MB registers, 

20 MB L1, 40 MB L2 
- ~< 200 B / thread in L2 

▪ We teach complexity wrt 
operations but should teach 
memory instead 
- Sort: Don’t count comparisons, 

count swaps
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Contention is King
▪ PRAM assumes each processor has its own channel to memory. This 

is not true for GPUs. L1 is per-SM, L2 and DRAM are shared across all 
SMs. 

▪ PRAM assumes synchronization is ~free. In reality it is O(log p) and 
p is large. It is definitely not O(1). 
- Cost of synchronization may be >> cost of load imbalance. 
- Data structures where all threads share a lock are non-starters. 

This is OK with 30 threads. It is 
not OK with 300k threads (H100). 

▪ This is not GPU-specific! NVIDIA’s Grace CPU 
(e.g.) has 144 ARM CPU cores.

21
https://www.nvidia.com/en-us/data-center/grace-cpu/



GPU Long-Term Trends
▪ Increasing amount of programmer control of {memory hierarchy, 

scheduling} 

▪ Increasing compute hierarchy 

▪ Increasing number of special-purpose hardware units 
- Ray tracing 
- Dense matrix multiply (4x4) (“tensor cores”) 

- Strong commercial ML focus, and what’s driving? 
- Structured sparsity 
- Dynamic programming 

▪ Increasing support of asynchronous execution / memory 
operations
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What’s Missing from Classic Models
▪ RAM model: uses 1 of 300k GPU threads 

▪ PRAM model: no memory hierarchy, can’t rely on lockstep 
execution, can’t model memory coalescing 

▪ PEM model: models both memory hierarchy and (parallel = 
coalesced) access; I/O efficient algs in PEM would map well to GPUs. 
Explicit vs. implicit synchronizations are an issue. 

▪ Distributed memory model (aka Module Parallel Machine Model): 
Can model bank conflicts in GPU shared memory. 

▪ I learned about MPC only in the last hour! It seems rather 
communication-focused and not quite like GPU’s shared memory …

23



24

Data Structures

First authors: Saman Ashkiani, Muhammad 
Awad, Afton Geil (all UC Davis). Senior 

collaborator: Martín Farach-Colton (Rutgers).



Why data structures?
▪ Data structures organize sparsity 

▪ Part of any programmer’s toolbox! 
 
#include <map> 
#include <list> 
#include <set> 
 
And they just work!



What do we want to do?
▪ Queries (do not modify data structure) 

- Membership (is this key in the data set?) 
- Probabilistic membership (is this key probably in the 

dataset?) 
- Search (given key, return value associated with key) 

- SearchAll (given key, return all values associated with key) 
- Successor (given key, what’s the next key?) 
- Range (given key range, return all keys / all values within that 

range)



What do we want to do?
▪ Change (mutate) data structure 

- Insert (add new key or key-value pair) 
- Replace (insert, but replaces old value with new value) 
- Delete (remove key and associated value(s)) 

▪ We can always just rebuild the data structure from scratch, but: 

▪ Goal: Cost is O(update size) instead of O(dataset size)



What do we want to do?
▪ Build data structure 

- “Bulk build” (build complete data structure from large amount 
of data) 

- Incremental build (e.g., data is streaming in and we want to 
build the data structure as we go) 

- What are the use cases for incremental build? 
- “Add and age”: as data streams in, add new data & delete 

data older than a certain threshold [DARPA] 
- Use cases for this are not yet clear (more later)



Why is this hard?
▪ Some data structures are simply a poor fit for the GPU 

▪ Conventional data structures are typically defined and described 
serially 
- e.g., “insert item” == “find location for item in a tree, add it, 

rebalance the tree” 
- NOT described as bulk / parallel operations 

▪ Even existing parallel data structures rarely see concurrency on a 
GPU scale



Taxonomy

Data structures

Built on CPU Built on GPU

Static Dynamic

General- 
purpose

Domain- 
specific



Taxonomy

Data structures

Built on CPU Built on GPU

Static Dynamic

General- 
purpose

Domain- 
specific

e.g., BVH treeTero Karras, Maximizing Parallelism in the Construction of BVHs, 
Octrees, and k-d Trees, Proc. of High Performance Graphics 2012

Graphics data 
structures are 

typically rebuilt 
every frame



Taxonomy

Data structures

Built on CPU Built on GPU

Static Dynamic

General- 
purpose

Domain- 
specific

D. A. Alcantara, A. Sharf, F. Abbasinejad, S. Sengupta, M. Mitzenmacher, J. D. Owens, and N. Amenta, “Real-time Parallel Hashing on the GPU”, ACM 
Transactions on Graphics, 2009, vol. 28, no. 5, p. 1. 

Note brand-new work recently added to arXiv! “Better GPU Hash Tables”, Aug 2021, study of static GPU hash tables. https://arxiv.org/abs/2108.07232

 

Perfect Spatial Hashing 
Sylvain Lefebvre Hugues Hoppe 

Microsoft Research 

 

 
 
 
 
 

 

 
 
 
 
 

 

                         

 

 
 
 
 
 

 

 
 
 
 
 
 

 

Sparse 2D data 
n=1381 pixels in 1282 image 

Hash table H 
m=382 (=1444) 

Offset table )
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Sparse 3D data 

n=41,127 voxels in 1283 volume 
Hash table H 

m=353 (=42,875)
Offset table )

r=193 

Figure 1: Representation of sparse spatial data using nearly minimal perfect hashes, illustrated on coarse 2D and 3D examples.

Abstract 
We explore using hashing to pack sparse data into a compact table 
while retaining efficient random access.  Specifically, we design a 
perfect multidimensional hash function – one that is precomputed 
on static data to have no hash collisions.  Because our hash 
function makes a single reference to a small offset table, queries 
always involve exactly two memory accesses and are thus ideally 
suited for parallel SIMD evaluation on graphics hardware.  
Whereas prior hashing work strives for pseudorandom mappings, 
we instead design the hash function to preserve spatial coherence 
and thereby improve runtime locality of reference.  We demon-
strate numerous graphics applications including vector images, 
texture sprites, alpha channel compression, 3D-parameterized 
textures, 3D painting, simulation, and collision detection. 

Keywords:  minimal perfect hash, multidimensional hashing, sparse data, 
adaptive textures, vector images, 3D-parameterized textures. 

1. Introduction 
Many graphics applications involve sparsely defined spatial data.  
For example, image discontinuities like sharp vector silhouettes 
are generally present at only a small fraction of pixels.  Texture 
sprites overlay high-resolution features at sparse locations.  Image 
attributes like alpha masks are mainly binary, requiring additional 
precision at only a small subset of pixels.  Surface texture or 
geometry can be represented as sparse 3D data. 

Compressing such sparse data while retaining efficient random-
access is a challenging problem.  Current solutions incur signifi-
cant memory overhead: 

x Data quantization is lossy, and uses memory at all pixels even 
though the vast majority may not have defined data. 

x Block-based indirection tables typically have many unused 
entries in both the indirection table and the blocks. 

x Intra-block data compression (including vector quantization) 
uses fixed-length encodings for fast random access. 

x Quadtree/octree structures contain unused entries throughout 
their hierarchies, and moreover require a costly sequence of 
pointer indirections. 

Hashing.  We instead propose to losslessly pack sparse data into a 
dense table using a hash function h(p) on position p.  Applying 
traditional hashing algorithms in the context of current graphics 
architecture presents several challenges: 

(1) Iterated probing:  To cope with collisions, hashing algorithms 
typically perform a sequence of probes into the hash table, where 
the number of probes varies per query.  This probing strategy is 
inefficient in a GPU, because SIMD parallelism makes all pixels 
wait for the worst-case number of probes.  While GPUs now have 
dynamic branching, it is only effective if all pixels in a region 
follow the same branching path, which is unlikely for hash tests. 

(2) Data coherence:  Avoiding excessive hash collisions and 
clustering generally requires a hash function that distributes data 
seemingly at random throughout the table.  Consequently, hash 
tables often exhibit poor locality of reference, resulting in fre-
quent cache misses and high-latency memory accesses [Ho 1994]. 

Perfect hashing.  To make hashing more compatible with GPU 
parallelism, we explore using a perfect hash function – one that is 
precomputed for a static set of elements to have no collisions.  
Moreover, we seek a minimal perfect hash function – one in 
which the hash table contains no unused entries. 

There has been significant research on perfect hashing for more 
than a decade, with both theoretical and practical contributions as 
reviewed in Section 2.  An important theoretical result is that 
perfect hash functions are rare in the space of all possible func-
tions.  In fact, the description of a minimal perfect hash function 
is expected to require a number of bits proportional to the number 
of data entries.  Thus one cannot hope to construct a perfect hash 
using an expression with a small number of machine-precision 
parameters.  Instead, one must resort to storing additional data 
into auxiliary lookup tables. 

 

 

S. Lefebvre and H. Hoppe, Perfect Spatial 
Hashing, ACM Transactions on Graphics, 
2006, vol. 25, no. 3, pp. 579–588.Real-Time Parallel Hashing on the GPU

Dan A. Alcantara Andrei Sharf Fatemeh Abbasinejad Shubhabrata Sengupta Michael Mitzenmacher?
John D. Owens

University of California, Davis
Nina Amenta

?Harvard University

Figure 1: Overview of our construction for a voxelized Lucy model, colored by mapping x, y, and z coordinates to red, green, and blue
respectively (far left). The 3.5 million voxels (left) are input as 32-bit keys and placed into buckets of  512 items, averaging 409 each
(center). Each bucket then builds a cuckoo hash with three sub-tables and stores them in a larger structure with 5 million entries (right).
Close-ups follow the progress of a single bucket, showing the keys allocated to it (center; the bucket is linear and wraps around left to right)
and each of its completed cuckoo sub-tables (right). Finding any key requires checking only three possible locations.

Abstract

We demonstrate an efficient data-parallel algorithm for building
large hash tables of millions of elements in real-time. We consider
two parallel algorithms for the construction: a classical sparse per-
fect hashing approach, and cuckoo hashing, which packs elements
densely by allowing an element to be stored in one of multiple pos-
sible locations. Our construction is a hybrid approach that uses both
algorithms. We measure the construction time, access time, and
memory usage of our implementations and demonstrate real-time
performance on large datasets: for 5 million key-value pairs, we
construct a hash table in 35.7 ms using 1.42 times as much mem-
ory as the input data itself, and we can access all the elements in
that hash table in 15.3 ms. For comparison, sorting the same data
requires 36.6 ms, but accessing all the elements via binary search
requires 79.5 ms. Furthermore, we show how our hashing methods
can be applied to two graphics applications: 3D surface intersection
for moving data and geometric hashing for image matching.

Keywords: GPU computing, hash tables, cuckoo hashing, parallel
hash tables, parallel data structures

1 Introduction

The advent of programmable graphics hardware allows highly par-
allel graphics processors (GPUs) to compute and use data repre-
sentations that diverge from the traditional list of triangles. For
instance, researchers have recently demonstrated efficient parallel
constructions for hierarchical spatial data structures such as k-d

trees [Zhou et al. 2008b] and octrees [DeCoro and Tatarchuk 2007;
Sun et al. 2008; Zhou et al. 2008a]. In general, the problem of defin-
ing parallel-friendly data structures that can be efficiently created,
updated, and accessed is a significant research challenge [Lefohn
et al. 2006]. The toolbox of efficient data structures and their as-
sociated algorithms on scalar architectures like the CPU remains
significantly larger than on parallel architectures like the GPU.

In this paper we concentrate on the problem of implementing a
parallel-friendly data structure that allows efficient random access
of millions of elements and can be both constructed and accessed at
interactive rates. Such a data structure has numerous applications
in computer graphics, centered on applications that need to store
a sparse set of items in a dense representation. On the CPU, the
most common data structure for such a task is a hash table. How-
ever, the usual serial algorithms for building and accessing hash
tables— such as chaining, in which collisions are resolved by stor-
ing a linked list of items per bucket—do not translate naturally to
the highly parallel environment of the GPU, for three reasons:

Synchronization Algorithms for populating a traditional hash ta-
ble tend to involve sequential operations. Chaining, for in-
stance, requires multiple items to be added to each linked list,
which would require serialization of access to the list structure
on the GPU.

Variable work per access The number of probes required to look
up an item in typical sequential hash tables varies per query,
e.g. chaining, requires traversing the linked lists, which vary
in length. This would lead to inefficiency on the GPU, where
the SIMD cores force all threads to wait for the worst-case
number of probes.

Sparse storage A hash table by nature exhibits little locality in ei-
ther construction or access, so caching and computational hi-
erarchies have little ability to improve performance.

While common sequential hash table constructions such as chain-
ing have expected constant look-up time, the lookup time for some
item in the table is ⌦(lg lg n) with high probability. The influen-
tial work of Lefebvre and Hoppe [2006], among the first to use the
GPU to access a hash table, addressed the issue of variable lookup
time by using a perfect hash table. In this paper we define a perfect
hash table to be one in which an item can be accessed in worst-

https://arxiv.org/abs/2108.07232


All data structures involve tradeoffs
▪ GPU hash table implementations, for instance, typically balance: 

- Lookup time 
- Construction time 
- (Mutation time) 
- Memory usage (load factor)



Our goal with this work

Data structures

Built on CPU Built on GPU

Static Dynamic

General- 
purpose

Domain- 
specific

▪ Goal: Cost is O(update size) instead of O(dataset size)



Baseline data structure: sorted arrays
▪ Sorted arrays support point/range queries (binary search), 

insertions (merge), deletions (filter) 

▪ Sort, merge, and filter are highly optimized and fast. Binary search 
is pretty fast. 

▪ Sorted arrays are easy to write 

▪ ∴ Sorted arrays are a pretty good 
comparison

https://github.com/NVIDIA/cub



What We Built

▪ Dictionary: membership, lookup, range 
queries, insertions/deletions, successor 

▪ Prioritize query performance 

▪ B-tree

▪ Approximate membership query: 
membership(k) may return “true” even if 
false with tunable probability 1/ϵ 

▪ Quotient filter

▪ Dictionary: membership, lookup, insertions/
deletions 

▪ Prioritize competitiveness with static hash 
table 

▪ Hash table (& linked list & dynamic graph)

▪ Dictionary: membership, lookup, range 
queries, insertions/deletions 

▪ Prioritize insert performance 

▪ Log-structured merge tree



There are no mutable GPU data structures

There are no applications that benefit from 
mutable GPU data structures



Scale of updates
▪ Update 1–few items 

- Fall back to serial case, slow, probably don’t care 

▪ Update very large number of items 
- Rebuild whole data structure from scratch 

- O(update size) ≅ O(dataset size) 
- Usually faster than incremental-update approach 
- May be an interesting parallel problem on its own 

▪ Middle ground: our primary goal 
- Question: When do you do this in practice?

Design 
Decision



Operations: Coarse or Fine?

▪ GPU requires 100k+ threads to stay busy 

▪ When we do lookups or mutations, we’re probably going to do 
~100k of them at a time, assigning one per thread 

▪ For the underlying computation, are those threads: 
- All cooperating on a single task? (coarse) 
- Each performing an individual task? (fine) 

▪ Another way to think about it: Do we treat the input to whatever 
operations we’re doing as a bulk chunk of data or as a bunch of 
independent items?

Design 
Decision



Traditionally: Each thread is independent

t0 t1 t2 t3

insert(k0, v0) insert(k2, v2)search(k1) delete(k3)

Input: A set of independent operations, one per thread 

Traditional way: per-thread processing



Downsides to independence

t0

t1

t2

t3

insert(k0, v0)

insert(k2, v2)

search(k1)

delete(k3)

▪ A set of independent operations: per thread work assignment 
▪ Traditional way: per-thread processing 
▪ Poor performance on GPU because of uncoalesced memory accesses and branch 

divergence



Warp-cooperative work sharing strategy

All threads within a warp cooperate to perform operations in parallel, one at a time 
▪ coalesced memory accesses 
▪ minimal branch divergence 
▪ parallel intra-warp implementation using ballots/shuffles 
Requires designing data structure to target warp-wide operations

insert(k0, v0) search(k1)delete(k3)insert(k2, v2)

Note: We can perform 
different operations 

concurrently!

Central theme of 
Saman Ashkiani’s 

dissertation

Design 
Decision

t0

t1

t2

t3

insert(k0, v0)

insert(k2, v2)

search(k1)

delete(k3)



Log-structured merge tree

▪ Supports dictionary and range queries 

▪ log n sorted levels, each level 2x the size of the last 

▪ Insert into a filled level results in a merge, possibly cascaded. 
Inserts are fast. Operations are coarse (threads cooperate).

ICS’17, June 2017, Chicago, Illinois USA S. Ashkiani et al.
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Figure 1: Insertion example inGPULSM; adding a newbatch
of b elements into a GPU LSMwith 5b elements. Blocks with
similar colors are sorted among themselves.

notion of time is discretized based on the order of batch
insertions.

(4) If we insert multiple items with the same key in the same
batch, an arbitrary one is chosen as the current valid item.

(5) A�er deleting a key, all instances of that key inserted pre-
viously are considered deleted and become stale. Multiple
deletions of the same key within a batch have the same
e�ect as one deletion.

(6) A key that is inserted and deleted within the same batch is
considered deleted.

Our strategy for implementing these semantics is to tolerate stale
elements (deleted elements and duplicate insertions) in the data
structure, but to guarantee that they do not a�ect query results. Pe-
riodically, the user can choose to clean up (�ush) the data structure,
removing all stale elements and improving query e�ciency (as a
direct result of size reduction).

3.2 Insertion
Insertions are where LSMs and COLAs really shine, and in external
memory, their insertion performance far outperforms B-trees.

In the GPU LSM, since we assumed all insertions are in units of b
elements, the size of level i in the GPU LSM is b2i , and at any time
the whole data structure can accommodate multiples of b elements.
Each level is completely full or completely empty. To insert a batch
of size b, the batch is �rst sorted. If the �rst level is empty, the
batch becomes the new �rst level. Otherwise, we merge the sorted
batch with the sorted list already residing in the �rst level, forming
a sorted array of size 2b, and proceed. Figure 1 schematically shows
the insertion process in the GPU LSM.

Note that in a GPU LSMwith n = rb elements (resident elements),
the levels that contain sorted lists correspond to the set bits in the
the binary representation of the integer r . �e insertion process
corresponds to incrementing r , with binary additions and carries
corresponding to the merging procedure described above. �e
larger our choice of b is, the more parallelism can be exploited in
our insertion process by the GPU. Smallerb sizes lead to ine�ciency
in the �rst few levels for each operation, and indirectly increase the
total number of levels (r ) in the data structure. Also note that since
we start insertion from lower indexed (smaller) levels, any item

residing in larger levels is certainly inserted before any element in a
smaller level. We also make sure that a�er merging, insertion order
is preserved among all elements within the same level (Section 4.1).

LSMs and COLAs were designed to exploit I/O parallelism (with
an analysis based on memory block size) [4]. Similarly, we can
analyze the GPU LSM’s insertions to show that any sequence of
r insertions of batches of size b requires at most O (rb log r ) work,
that is, O (log r ) work per item. While a worst-case individual
insertion will require a cascade of merges, ultimately placing the
�nal list in the level corresponding to the most signi�cant bit of r ,
and hence time �(rb), such a worst-case operation can only occur
infrequently. In particular, an element that gets stored in a list of
lengthO (2ib) has participated inO (i )  O (log r ) merge operations,
so the total work performed over all rb elements in the GPU LSM
at any time is O (rb log r ).

3.3 Deletion
Deletionwas not initially included in the COLA. To include deletion,
we need to make sure item 5 in Section 3.1 is satis�ed. �e standard
way to delete an item is to insert a tombstone item with the same
key, indicating that previously inserted items with that key, if any,
should be considered deleted. Since deletion, then, is the insertion
of a tombstone, deletion and insertion are in practice the same, and
we can combine any insertion and deletion requests into a mixed
batch. As we shall see, this tombstoning scheme allows the GPU
LSM to perform insertions and deletions very e�ciently, at the cost
of accumulating stale elements.

3.4 Lookup
Recall that ������(k ) should return the most recently inserted
value corresponding to k , if it was not subsequently deleted, or
otherwise report that such a key does not exist. To ensure this, we
guarantee the following building invariants during insertion and
deletion.

(1) Within each level, all elements are sorted by key and thus
all elements with the same key are next to each other
(segmented);

(2) Every tombstone at each level is placed as the �rst element
of its segment; and

(3) All elements of each segment (regular elements and tomb-
stones) are ordered from the lowest index to the highest
based on their insertion time (from least recent to most
recent).

With these invariants, it su�ces to start our lookup process from
the smallest full level (most recent) and look for the �rst index with
key greater than or equal to k . If we �nd a key equal to k , we return
it and are done, otherwise we continue to the next full level. If we
�nd a tombstone with key k at any time during our search, then k

is deleted and our lookup returns no results.
With n = rb total elements, �nding the lower bound (a modi�ed

binary search) in each level takesO (log(b2i )) steps over log r steps,
which in the worst case results in O (log2 (r ) + log(r ) log(b)) indi-
vidual memory accesses per query (the same cost as in the basic
LSM).

Saman Ashkiani, Shengren Li, Martin Farach-Colton, Nina Amenta, and John D. Owens. GPU LSM: A Dynamic Dictionary Data Structure for the 
GPU. In Proceedings of the 32nd IEEE International Parallel and Distributed Processing Symposium, IPDPS 2018, pages 430–440, May 2018. 



Slab Lists & Slab Hash

▪ Linked lists are flexible, 
but are poorly suited for GPUs 
- Space inefficient. Poor locality (uncoalesced). Poor branch 

divergence. 

▪ The “slab list” stores multiple items per “atom”, allowing good 
parallel performance 

▪ The “slab hash” (hash table) is a bucketing hash table with a slab 
list per bucket

kv next

Regular Linked List

kv1 kv2 . . . kvM next

Slab List

key meta data

Figure 1: Regular linked list and the slab list.

B. Supported Operations in Slab Lists
Suppose our slab list maintains a set of keys (or key-value

pairs), here represented by S . Depending on whether or not
we allow duplicate keys in our data structure, we support
the following operations:

• INSERT(k, v): S  S[{hk, vi}. Insert a new key-value
pair into the slab list.

• REPLACE(k, v): S  (S � {hk, ⇤i}) [ {hk, vi}. Insert
a new key-value pair with an extra restriction on
maintaining uniqueness among keys (i.e., replace a
previously inserted key if it exists).

• DELETE(k): S  S � {hk, vi 2 S}. Remove the least
recently inserted key-value pair hk, vi.

• DELETEALL(k): S  S�{hk, ⇤i}. Delete all instances
of a key in the slab list.

• SEARCH(k): Return the least recent hk, vi 2 S , or ?
if not found.

• SEARCHALL(k) : Return all found instances of k in
the data structure ({hk, ⇤i 2 S}), or ? if not found.

1) Search (SEARCH and SEARCHALL): Searching for a
specific key in slab list is similar to classic linked lists.
We start from the head of the list and look for the key
within that memory unit. If none of the data units possess
such a key, we load the next memory unit based on the
stored successor pointer. In SEARCH we return the first
found matching element, but in SEARCHALL we continue
searching the whole list. In both cases, if no matching key
is found we return ?.

2) Insertion (INSERT and REPLACE): For the INSERT
operation, we make no extra effort to ensure uniqueness
among the keys, which makes the operation a bit easier.
We simply start from the head of the list and use an atomic
CAS to insert the new key-value pair into the first empty
data unit we find. If the CAS operation is successful, then
insertion is done. Otherwise, it means that some other thread
has successfully inserted a pair into that empty data unit, and
we have to try again and look for a new empty spot. If the
current memory unit is completely full (no empty spot), we
load the next memory unit and repeat the procedure. If we
reach the end of the list, it means that the linked list requires
more memory units to contain the new element. As a result,
we dynamically allocate a new memory unit and use another
atomic CAS to replace the null pointer currently existing in
the tail’s successor address with the address of the newly
allocated memory unit. If it is successful, we restart our
insertion procedure from the tail again. If it failed, it means

some other thread has successfully added a new memory unit
to the list. Hence, we release the newly allocated memory
unit and restart our insertion process from the tail.

REPLACE is similar to INSERT except that we have to
search the entire list to see if there exists a previously
inserted key k. If so, then we use atomic CAS to replace it
with the new pair. If not, we simply perform INSERT starting
from the tail of the list.

3) Deletion (DELETE and DELETEALL): To delete a key,
we start from the head slab and look for the matching key. If
found, we mark the element as deleted.1 If not, we continue
to the next slab. We continue this process until we reach
the end of the list. For DELETE, we return after deleting
the first matching element, but for DELETEALL we process
the whole list. We later describe our FLUSH operation that
locks the list and removes all stale elements (marked as
deleted) and rebalances the list to have the minimum number
of necessary memory units, releasing extra memory units for
later allocations.

In case we allow duplicates, we can simply mark a to-be-
deleted element as empty. In this case, later insertions that
use INSERT can potentially find these empty spots down the
list and insert new items in them. However, if we do not al-
low duplicates, in order to correctly maintain the uniqueness
condition, we must mark deleted elements differently than
being empty to avoid inserting a key that already exists in
the list (somewhere in its successive memory units).

C. Slab Hash: A Dynamic Hash Table
Our slab hash is a dynamic hash table (meaning that

we support not only operations like searches that do not
change the contents of the hash table but also operations like
insertions and deletions that do) built from a set of B slab
lists (buckets).2 This hash table uses chaining as its collision
resolution. More specifically, we use a direct-address table
of B buckets (base slabs), where each bucket corresponds to
a unique hashed value from 0 to B�1 [12]. Each base slab
is the head of an independent slab list consisting of slabs, as
introduced in Section III-A, each with M data points to be
filled. In general, base slabs and regular slabs can differ in
their structures in order to allow additional implementation
features (e.g., pointers to the tail, number of slabs, number
of stored elements, etc.). For simplicity and without loss of
generality, here we assume there is no difference between
them.

We use a simple universal hash function such as
h(k; a, b) = ((ak + b) mod p) mod B, where a, b are ran-
dom arbitrary integers and p is a random prime number. As

1In our design we reserve two 32-bit values in the key domain to denote
1) an empty spot, and 2) a deleted key.

2Similar to other hash tables (on CPU or GPU), the slab hash is capacity
based, meaning that our performance depends on the initial number of
buckets. As shown in Section VI, for any choice of B, we can cause
performance degradation by continually increasing the number of elements
(but it never breaks).

Saman Ashkiani, Martin Farach-Colton, and John D. Owens. A Dynamic Hash Table for the GPU. In Proceedings of the 32nd 
IEEE International Parallel and Distributed Processing Symposium, IPDPS 2018, pages 419–429, May 2018.



Slab Lists & Slab Hash

bucket 0 bucket 1 bucket B-1
…

1. A hash table with B buckets, each 
represented by a slab list 

2. Each slab is 128 bytes wide: 30 × 4B data 
elements + 2 × 4B next pointers 

3. Green elements: keys, Blue elements: 
values, orange elements: next pointers 
and/or auxiliary 
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Dynamic Graphs
▪ Consider the query “does u have 

v as a neighbor?” 

▪ Consider that vertex adjacencies 
are stored in a list 
- If that list is unsorted, the query requires visiting all elements 
- If that list is sorted, then the framework has to keep it sorted 

▪ Conclusion: List data structures aren’t a good fit for dynamic 
graphs 

▪ Our work uses a hash table per vertex to store adjacencies

Vertex dictionary

u Au

Adjacency lists

v
Av

p

Apq

Aq

Au as a hash table

bucket1 bucket2 bucketn

Fig. 1: High level schematic of our graph data structure. Each
adjacency list is represented using a slab hash. The number
of base slabs per adjacency list depends on the load factor
used per adjacency list. Base slabs are statically allocated in
consecutive memory locations, while the slabs used to re-
solve collisions are allocated dynamically and reached through
pointers.

of our underlying hash tables.4 We have significantly improved
the functionality of the original slab hash in order to meet our
requirements.5 We offer two variants of our dynamic graph
data structure. One uses Slab Hash’s concurrent map, which
should be used if storing a value per edge is required. The
second variant uses Slab Hash’s new concurrent set, which
should be used if edge values are not required. Any hash table
design can be used for this underlying data structure, as long as
it is efficient in both searching (for queries) and updating the
data structure itself (for insertions and deletions). In the end,
the performance of our graph data structure directly depends
on the performance of its underlying hash tables.

We integrate our dynamic graph data structure into the
Gunrock GPU graph analytics framework [4]. In order to
take advantage of the high-performance operations Slab Hash
offers, all our operations are implemented based on the Warp
Cooperative Work Sharing (WCWS) strategy [6]. In WCWS,
each thread has an independent task assigned to it, but all
threads within a warp cooperate with each other to collectively
perform one independent task at a time. This is the right design
decision because it better matches the memory access pattern
desired by the GPU hardware (coalesced memory accesses),
and hence it provides better performance for updates. On the
downside, it requires all threads within a warp to be active.
In other words, an operation on the data structure can not be
performed within a branch where threads (in a warp) diverge
when executing it.

A. Memory Management

Our memory management is divided into two parts: 1)
vertex dictionary memory, and 2) hash table memory.

4https://github.com/owensgroup/SlabHash
5The original slab hash only provided a concurrent map data structure,

without any restrictions on duplicate keys. To name a few of our recent
additions: maintaining key-uniqueness, proper iterator access, and design and
implementation of a new concurrent set (keys only, and no values).

1) Vertex dictionary memory: Defining a graph requires
defining the graph’s vertex capacity. The vertex dictionary
stores pointers to the hash table associated with each vertex’s
adjacency list. When inserting more vertices than the vertex
dictionary’s capacity, we copy the vertex dictionary to a new
memory location after increasing its capacity. This process
only requires shallow copying of the pointers to each of the
hash tables (including pointers to the hash tables associated
with the new vertices).

2) Adjacency list hash table memory management: Con-
structing a hash table requires choosing and allocating a
number of buckets (base slabs) that are required for insertion
processes. The initial number of buckets for a vertex u is
d|Au|/(lf ⇥ Bc)e, where lf is the load factor and Bc, the
bucket capacity per slab, is either 15 or 30 for Slab Hash
map or set, respectively. During insertion, if a bucket’s slab
becomes full (capacity achieved), Slab Hash dynamically
allocates a new slab for that bucket that is singly linked
to the tail of the list; a dynamic memory allocator handles
these dynamic allocations [6]. Only when we perform vertex
deletion (essentially this deletes an entire hash table) do we
free this dynamically allocated memory (Section IV-D2).

Our graph data structure handles the memory allocation
required for the initial buckets by statically allocating all the
memory required for the initial buckets in bulk. This is more
desirable than requiring each hash table to independently allo-
cate a small number of buckets with different cudaMalloc
calls. We initialize a vertex’s hash table with its initial number
of buckets, the memory address for its first bucket, and the
number of neighbors (to zero). In cases where the number of
neighbors is not defined, we allocate a single bucket.

B. Query operations

To iterate over a vertex’s adjacency list, we provide a vertex
adjacency list iterator. For a given vertex, the iterator loops
over all of the hash table buckets associated with the vertex
as well as additional slabs used to resolve hash collisions. The
iterator loads one slab at a time and moves from one slab to
the next using a next operator.

We also provide an edgeExist query that checks if the
destination v of a given pair hu, vi exists in the hash table
associated with u. edgeExist simply performs a search
query [6] in u’s hash table.

C. Edge operations

We interpret edge operations (insertion and deletion) as
modifications to the source vertex’s adjacency list. As dis-
cussed in Sec. III, we use a hash table to represent each
vertex’s adjacency list. We discuss this in more depth below
in the context of a directed graph. In an undirected graph, in-
serting (or deleting) an edge between a source and destination
is similar but also requires an operation on the edge in the
other direction. Our semantics for edge operations follows the
semantics for hash table operations, which we discuss below.

Muhammad A. Awad, Saman Ashkiani, Serban D. Porumbescu, and John D. Owens. Dynamic Graphs on the GPU. In Proceedings of 
the 34th IEEE International Parallel and Distributed Processing Symposium, IPDPS 2020, May 2020. [ bib | http ]

https://www.ece.ucdavis.edu/~jowens/owens_bib.html#Awad:2020:DGO
https://escholarship.org/uc/item/48j4k7np


Quotient Filters
▪ Probabilistic membership query (cf.: 

Bloom filter): “possibly in set” or 
“definitely not in set” 

▪ Hash all inputs into fingerprints 

▪ Use quotienting to divide fingerprints 
into quotient and remainder bits 

▪ Quotient bits determine the slot 
number 

▪ Remainder bits are stored in slot

Afton Geil, Martin Farach-Colton, and John D. Owens. Quotient Filters: Approximate Membership Queries on the GPU. 
In Proceedings of the 32nd IEEE International Parallel and Distributed Processing Symposium, IPDPS 2018, pages 451–462, May 2018. 



GPU B-Trees

▪ Key design decisions: 
- All blocks are warp-sized and processed with warp-cooperative 

work sharing 
- Side links reduce need for locking 

▪ Recent extension to snapshots/linearizable multipoint queries

{Key, Value}0 {Key, Value}1 … {Key, Value}14 Link{Min, Ptr}

{Pivot, Ptr}0 … Link{Min, Ptr}{Pivot, Ptr}1 {Pivot, Ptr}14Intermediate Node

Leaf Node

Muhammad A. Awad, Saman Ashkiani, Rob Johnson, Martín Farach-Colton, and John D. Owens. Engineering a High-Performance GPU B-Tree. In Proceedings 
of the 24th ACM SIGPLAN Symposium on Principles and Practice of Parallel Programming, PPoPP 2019, pages 145–157, February 2019. [ bib | DOI | http ]

https://www.ece.ucdavis.edu/~jowens/owens_bib.html#Awad:2019:EAH
http://dx.doi.org/10.1145/3293883.3295706
https://escholarship.org/uc/item/1ph2x5td


B-Tree: Contention is #1
▪ Side links & proactive splitting remove need for locking parents of 

node insertions 

▪ Reads are latch-free; more work to switch to write but fewer locks 
are worth it 

▪ Restarts instead of spinlocks 

▪ Baseline (latch coupling, proactive splitting): 0.166 MKey/s 

▪ Above design: 182.9 MKey/s



B-Tree: Caches Work
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B-Tree vs. LSM
▪ No surprise that B-tree queries are faster 

than LSM … 

▪ … but so are insertions of small 
batches. 

▪ In general 10k–1M elements are 
necessary to approach peak 
performance
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the node, we perform level-wise traversals using side links
to �nd the �rst valid key. Since in deletion we do not merge
tree nodes, the warp might need to perform more than one
traversal. A high-level description of the algorithm is shown
in Algorithm 3.

5 Results
In this section we compare our B-Tree implementation2 to a
GPU sorted array (GPU SA) and a GPU LSM. GPU LSM and
GPU SA implementations are from Ashkiani et al. [3]. The
GPU LSM implementation uses CUB [30] in its sort primitive
and moderngpu3 in its merge primitive. We run all of our
experiments on an NVIDIA TITAN V (Volta) GPU with 12
GB DRAM and an Intel Xeon CPU E5-2637.

For all of our experiments we used 32-bit keys and values.
We reserved the most signi�cant bit of keys for locking and
identifying leaves and intermediate nodes.
At a high level, all B-Tree operations have throughput

proportional to the height of the tree. Because of the large
fanout of a B-Tree, this means that for most B-Tree sizes of
interest (large enough to make a B-Tree worthwhile at all,
small enough to �t into GPU memory), the B-Tree’s height is
constant and we thus essentially have constant throughput.
This makes the B-Tree’s performance much more predictable
than the LSM (e.g., Figure 2).
For rates or throughputs, all “mean” or “average” results

in this section are harmonic means.

5.1 Insertion
Baseline B-Tree. Our baseline B-Tree implementation is
most similar to the B-Tree of Rodeh [32]. In the baseline
implementation we used latch coupling and a proactive split-
ting strategy. The baseline B-Tree branching factor was 16.
As discussed in Section 3.2, with the GPU’s high level of con-
currency, latch coupling will severely bottleneck any tree
traversal. We see the e�ect of using latch coupling and its
exclusive latches in the resulting insertion throughput of
0.166 MKey/s. Our design decisions allow us to make much
better use of the thousands of active warps on the GPU,
achieving an average insertion throughput of 182.9 MKey/s,
more than three orders of magnitude greater than the base-
line.

Bulk-build vs. incremental update. We investigate the
advantage of incremental update over complete rebuild of
the B-Tree. Figure 3 compares the time required to bulk-build
a B-Tree of sizem from scratch vs. inserting a batch of size 2i
into a B-Tree of sizem � 2i . As the batch size decreases, we
see the advantage of incremental insertion over bulk-rebuild.
For example, once the tree size reaches 3.15 million keys,
inserting a batch of 218 (262k) elements into the tree has a
2Our implementation is available at h�ps://github.com/owensgroup/
GpuBTree.
3Moderngpu is available at h�ps://github.com/moderngpu/moderngpu.

batch size B-Tree GPU LSM GPU SA

216 168.0 61.5 44.9
217 139.7 121.3 87.6
218 171.7 218.6 160.6
219 190.3 402.5 292.6
220 205.1 685.9 543.0
221 211.9 1103.8 907.5
222 223.0 1603.1 1472.7

Mean 182.9 202.6 149.1

Table 3. Mean rates (in MKey/s) for di�erent batch-sized
insertions into the B-Tree, GPU LSM and GPU SA.

clear advantage over rebuilding the tree. As the batch size
gets larger, the tree size at which updating the tree is more
e�cient than rebuilding the tree from scratch grows, which
is expected since a bulk-build only requires a sort (which
is done e�ciently on the GPU) and writing the tree nodes.
We note that the throughput of bulk-build is on average
3124.32 MKey/s.

Incremental updates. To evaluate batched incremental up-
dates for B-Tree, GPU LSM, or GPU SA we build all possible
data structure sizes incrementally using batches of size b.
The mean of all insertion rates for a given b is reported in Ta-
ble 3. For smaller batch sizes b  217 we �nd that although a
GPU LSM is optimized for insertions and should be theoreti-
cally faster than a B-Tree, our B-Tree is faster with a speedup
factor of 2.73x and 1.15x for b = 216 and b = 217 respectively.
Why? The GPU LSM uses sort and merge primitives that
perform better for large bulk inputs. On the other hand, our
B-Tree uses a warp-centric approach that allows us to reach
higher performance for smaller batches. Similarly, GPU SA
reaches almost the same throughput as our B-Tree when us-
ing a batch size of b = 218. Our B-Tree is {3.74x, 1.59x} faster
than the GPU SA for batch sizes of {216, 217} respectively. As
theory predicts, as the batch size increases, GPU LSM and
GPU SA start to outperform our B-Tree, reaching speedup
factors of 2.12x and 1.54x for a batch size of b = 219 and
speedup factors of 7.19x and 6.6x for a batch size of 222. We
note that for batch sizes of b = 219 and b = 222, if the B-Tree
size exceeds 6.82 and 57.67 million keys respectively, an en-
tire rebuild for the B-Tree will be the right choice to handle
the update. A bulk rebuild of {6.82, 57.67} MKeys trees takes
{2.25, 17.11} ms, yielding an e�ective insertion throughput of
{116.16, 245.17} MKey/s for batch sizes of {219, 222}.

5.2 Search
Search is where our B-Tree shows large improvements over
GPU LSM and GPU SA. Our B-Tree throughput is almost
constant over a wide range of tree sizes. Figure 2a shows the
throughput of search queries for trees with di�erent sizes.
For GPU LSM and GPU SA, we run the same experiments as
we did for the updates, where we construct the data structure
using di�erent batch sizes for di�erent sizes. In all of the



Issues with Hash Tables (that are actually general issues)

▪ Memory allocation was critical for performance 
- Built custom allocator just to allocate new slabs (cost: 2 registers) 
- Default allocators are terrible at small allocations  

▪ Ideal item count per bucket approaches filling one slab 
- Performance suffers when that changes 
- In general: is stop-and-rebuild (garbage collection) a viable 

strategy? 

▪ For mutable graphs: 
- We store outgoing edges with a hash table per vertex 
- Unbalanced inputs (e.g., neighbors in a scale-free graph) will be 

problematic for performance



Do our APIs work?
▪ High priority: Build something programmers can use 

#include <data_structure.h> 

▪ Generally, those look like “every thread has an item” 

▪ Is that what programmers want?



Semantics
▪ GPUs (generally) operate with bulk semantics 

- What does this mean for ordering? 
- Within a batch of updates, how do we handle “collisions”? 

▪ Do applications actually do updates and queries simultaneously or 
not? 
- Do updates and queries occur in different phases? 
- If not, what should happen when an insert, a delete, and a 

query all happen at the same time? 
- Need more applications to understand need 

for phases



The Future
▪ Dynamic graph data structure integration (cf. NVIDIA RAPIDS) 

- This work is already in our Gunrock graph analytics library 

▪ Revisit open-addressing hash tables (Aug. 2021 arXiv paper) 

▪ Functional programming data structures 
- Persistent data structures 
- Data structures used in (e.g.) Haskell, Scala, Clojure 

▪ Better understanding of interesting workloads 

▪ Integrate into languages (~higher level than CUDA) that target the GPU 

▪ Motivates investigating GPU runtimes 

▪ Use cases for snapshots? (accessing previous version of a data structure
—e.g., multi-point queries, undo, etc.)



Thank you!
▪ Michael Garland (NVIDIA), Julian Shun (MIT), Nodari Sitchinava 

(Hawaii) 

▪ NSF award CCF-1637442 (“Algorithms in the Field” program), 
Martin Farach-Colton, co-PI. Thanks to PM Tracy Kimbrel.  

▪ NVIDIA AI Lab at UC Davis (2019–present) 

▪ DARPA support via HIVE and Software-Defined Hardware (SDH)  
programs 

▪ Adobe Data Science Award 

▪ Bill Dally, Joe Eaton, Michael Garland, Ujval Kapasi, Steve Keckler, 
Lars Nyland, Josh Patterson, Brad Rees, Nikolay Sakharnykh 
(NVIDIA)
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